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a b s t r a c t
Person re-identiﬁcation (re-ID) focuses on matching the same person across non-overlapping camera
views. Most existing methods require tedious manual annotation and can only learn a unitary transformation for images across views, which severely lack of scalability and suffer from view-speciﬁc biases.
To address these issues, we put forward a View-Speciﬁc Semi-supervised Subspace Learning (VS-SSL) approach that can learn speciﬁc projections for each view, utilizing limited labeled data to guide the training while leveraging abundant unlabeled data simultaneously. Moreover, a novel re-ranking strategy is
proposed to boost the performance further, which re-estimates the similarity between probe and galleries
according to the overlap ratio between their expanded neighbors and their position in each other’s ranking list. The effectiveness of the proposed framework is evaluated on several widely-used datasets (VIPeR,
PRID450S, PRID2011, CUHK01 and Market-1501), yielding superior performance for both semi-supervised
and supervised re-ID.
© 2020 Elsevier Ltd. All rights reserved.

1. Introduction
Person re-identiﬁcation (re-ID), which aims at matching people across multiple non-overlapping camera networks, has become
a hot research topic in the pattern recognition community [1]. It
manages to re-identify a target in one camera when he/she disappears from another. This is quite challenging since human appearance often exhibits severe variations across different camera views
due to arbitrary changes in viewpoint, illumination, pose and occlusion, etc.
Despite the numerous recent efforts, some issues remain unsolved in person re-ID, one of which is that most existing methods
are based on supervised learning and require extensive labeled image pairs for training, i.e. annotation reliance. However, manual label annotation is very labor-expensive and time-consuming, sometimes even not reliable since a large number of images need to
be inspected across multiple camera views [2]. Moreover, the reliance of labels severely limits the applicability and scalability in
real-world applications, where a huge number of images are available but not labeled.
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One intuitive solution is to carry out person re-ID utilizing only
the unlabeled data (i.e. unsupervised), which are way more abundant than label information. Several works have been done [3–5],
but the matching performances are still much weaker than the supervised counterparts. The main reason is that unsupervised methods are unable to beneﬁt from labeled cross-view discriminative
information, which is fundamental in matching the same identity
while discriminating from imposters [6]. In light of this, a semisupervised framework was proposed in [7]. Nonetheless, the work
in [7] treats samples from different views in the same manner and
learns a unitary transformation for images across various camera
views. As a result, the view-speciﬁc interference due to similar indoor/outdoor environment within each camera view is neglected,
such as speciﬁc illumination conditions in one camera and occlusions in another [2].
To this end, we put forward a subspace learning approach
that can learn speciﬁc projections for each camera view, also
under semi-supervised setting but taking view-speciﬁc bias into
consideration. First, we learn an initial projection for each view
with the limited manually labeled matching pairs. Second, the
unlabeled data are mapped into a subspace with the initial projection, in which pseudo cross-view correspondence relationships
can be constructed. Next, new projections are learned by integrating the original method with a graph Laplacian regularization
term, which is encoded with the pseudo cross-view relationships.
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Fig. 1. The overview of VS-SSL pipeline. Each iteration consists of: (1) learning initial projections; (2) unlabeled data projection; (3) building pseudo cross-view correspondence; (4) updating projections with graph regularizer; (5) training set update.

Besides, the pseudo-classes are reﬁned with the updated projections and augmented with the labeled images to create new
training sets. This procedure runs iteratively till the pseudo crossview correspondence relationships stop changing. The ﬂowchart
of the proposed View-Speciﬁc Semi-supervised Subspace Learning (VS-SSL) algorithm is illustrated in Fig. 1.
Moreover, after computing the initial distances with the proposed VS-SSL algorithm, a re-ranking step can be adopted to further enhance the performance. Re-ranking is a common practice
in person re-ID [8,9], re-estimating the similarities between probe
and galleries with the goal to place more relevant images at the
top of the returned list. However, most existing re-ranking methods need to recompute the neighborhood lists for each querygallery image pair, which is quite computationally demanding. To
cope with this ineﬃciency, the second contribution of this work is
that we put forward an eﬃcient re-ranking strategy, with the underlying assumption that true matches and the query should not
only have a multitude of mutual nearest neighbors, but also be
ranked highly in each other’s ranking list.
To be speciﬁc, we ﬁrst build the Expanded Cross Neighborhood (ECN) [9] for the query and gallery images, which constitutes
of the immediate top neighbors (ﬁrst-level) of any image and the
neighbors (second-level) of each element in the ﬁrst-level neighbors, see Fig. 2. Second, we compute the overlap ratio between
the expanded neighbors of each query-gallery image pair, which
is leveraged as the contextual similarity. The latent assumption is
that the more similar neighbors two images share, the more likely
they are of the same person. Next, we sort the elements in each
gallery image’s ECN according to their similarity to the particular
gallery image, and propose a novel reciprocal content similarity
measure of a image pair according to their position in each other’s
ranking list. The new similarity score after re-ranking is deﬁned as
the product of the contextual and reciprocal content similarity, and
is further combined with the original similarity scores to increase
robustness. The revised ranking list is obtained by sorting the ﬁnal
similarity scores in a descending manner.
Intrinsically, the proposed re-ranking strategy is independent
with the VS-SSL method and can be readily applied to any ranking
result. Here we integrate the two techniques to constitute a novel
pipeline for person re-ID, which is proved effective with experiments on the challenging cross-view datasets VIPeR [10], PRID450S
[11], PRID2011 [12], CUHK01 [13] and multi-view dataset Market1501 [14]. The results prove that the VS-SSL and re-ranking approach both contribute to the overall performance gain and can

Fig. 2. Illustration of the expanded cross neighborhood (ECN) for re-ranking. Top:
The initial ranking list. Bottom: Each blue box shows the ECN of the corresponding person. Orange, green, red box correspond to the query, true matches and false
matches respectively. (For interpretation of the references to colour in this ﬁgure
legend, the reader is referred to the web version of this article.)

complement each other very well. To summarize, the main contributions of this paper are:
•

•

•

A semi-supervised VS-SSL approach for person re-ID is put forward, which can effectively exploit the limited labeled data and
the abundant unlabeled images to ﬁnd speciﬁc projections for
each camera view, thus alleviating the view-speciﬁc biases and
sparing the requirement of exhaustive data annotation.
A novel re-ranking strategy is proposed, which can ﬁnd more
prospective correct matches and eliminate the harm of false
matches effectively, taking both contextual and reciprocal content similarity into consideration.
A pragmatic framework for person re-ID is introduced and extensive experiments on widely-used datasets are conducted,
demonstrating that the proposed method can effectively enhance the performance for semi-supervised person re-ID.

The rest of the paper is organized as follows: a brief review of
related works is presented in Section 2. Details of the proposed
method are introduced in Section 3. Experimental results are presented in Section 4. Finally, the conclusions are summarized in
Section 5.
2. Related work
2.1. Semi-supervised person re-ID
Existing person re-ID methods either focus on constructing discriminative features for the pedestrian images or aim at learning
distance metrics or subspaces with the goal that the intra-class
distance is reduced and the inter-class distance is increased. This
is achieved with equidistance constraints [15], impostor rejection
[16], or semantic projection learning [17]. However, most of these
methods require extensive manual annotation, which is the main
bottleneck of supervised learning.
On the other hand, semi-supervised learning has drawn increasing research attention owing to its potential to overcome the annotation reliance problem. For instance, a voted pseudo label (VPL)
for semi-supervised learning is put forward in [18]. In the person
re-ID community, Yang et al. [7] put forward a semi-supervised
self-trained subspace learning framework with a multi-kernel embedding strategy. A semi-supervised null space learning method
is proposed in [19] to mitigate the small sample size problem.
Elyor et al. [6] develop a semi-supervised dictionary learning approach with graph Laplacian regularization. Peng et al. [20] develop a cross-dataset transfer learning approach by formulating
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the problem as a dictionary learning task. It’s semi-supervised
for the reason that the target dataset is partially labeled. Wang
et al. [21] introduce a realistic setting termed OneShot-OpenSetReID (OS2ReID) to learn from unlabeled data under an open-set
assumption.
It’s noteworthy that the work in [7,19] address semi-supervised
re-ID with a similar iterative learning strategy. However, our work
is different from them in that we propose to learn various projections for each speciﬁc view instead of an unitary embedding.
What’s more, our work explicitly builds cross-view correspondence
relationships to estimate the relations across camera views, which
have not been studied in [7,19].

−1
−1
Cxx
CxyCyy
Cyx ωx = λωx

(4)

2.2. Re-Ranking

−1
−1
Cyy
CyxCxx
Cxy ωy = λωy .

(5)

Some efforts in person re-ID have been dedicated to optimize
ranking lists, for instance, Zhong et al. [8] conduct re-ranking by
encoding k-reciprocal nearest neighbors of the given image into a
single vector. Sarfraz et al. [9] introduce the concept of expanded
cross neighbors (ECN) and carry out re-ranking by aggregating the
distances of close neighbors of the probe and the gallery images.
A ‘Divide and Fuse’ re-ranking framework is proposed in [22] by
iteratively encoding the contextual information into a new feature.
A ranking optimization based on discriminant context information
analysis (DCIA) is proposed in [23] to eliminate ambiguities in top
ranks. Leng et al. [24] introduce a bidirectional re-ranking with a
new similarity via fusing content and contextual similarity.
Although the concept of ECN is inspired by [9], our re-ranking
method is obviously different from [9] in: (1) after discovering the
ECN, the work in [9] subsequently computes the aggregated distances of the elements in the set as the ECN distance, which is
then used for re-ranking. On the other hand, our method proposes
to calculate the overlap ratio of two sets, which is used as the contextual similarity; (2) the work in [9] doesn’t re-compute new rank
lists, but we found out that by simply ranking the elements in the
ECN with Euclidean distance, the novel reciprocal content similarity can boost the re-ranking performance further. In a nutshell, our
way of re-calculating the similarity scores is fundamentally different from [9]. In addition, albeit also using the term of ‘content’ and
‘contextual’ similarity, our work can be easily distinguished from
[23,24] in the way the content and contextual similarity are constructed.
3. Proposed approach
3.1. Fully-supervised subspace learning
For the convenience of discussion, we ﬁrst consider the case
with two camera views under the fully-supervised setting. Suppose
we are given n training instances observed from two camera views
A and B, respectively denoted as X = {xi , li }ni=1 and Y = {yi , li }ni=1 ,
where li , li , i = 1, 2 . . . n is the corresponding identity label. The
task of traditional subspace learning is to learn a projection ω such
that the distance between x and y is computed as:



d (x, y ) = ωT x − ωT y .
2

(1)

that it requires manually pairing the same identity across camera
views.

arg max =
ωx ,ωy





ωxT Cxy ωy
.
ω ωx ωyT Cyy ωy

(3)
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The covariance matrices are computed by Cxx = E xxT , Cyy =


T




T




T

E yy , Cxy = E xy and Cyx = E yx , in which E[ · ] is the expectation operator. The solutions of Eq. (3) are computed through the
generalized eigenvalue problems:

3.2. Semi-supervised subspace learning
The above approach can learn view-speciﬁc projections for various camera views in a simple yet eﬃcient way. However, in reality
we may not have enough pairwise labeled data. When only a small
volume of annotated image pairs are accessible, the above method
tends to be over-ﬁtted to the limited annotated training samples
[7]. In this case, the covariance matrices may become singular and
it would be ill-conditioned to compute their inverse. Therefore,
we introduce a semi-supervised solution to utilize both ﬁnite labeled image pairs and suﬃcient unlabeled images. Likewise, we
ﬁsrt study the situation with two camera views.
Suppose we have n labeled images in Camera A Xl = {xi , li }ni=1
and c unlabeled images Xu = {xi }ni=+nc+1 . Similarly, in Camera B we
have n labeled images Yl = {yi , li }ni=1 and c unlabeled images Yu =
{yi }ni=+nc+1 . The proposed semi-supervised subspace learning process
is detailed as follows:
First, we learn initial projections ωx0 and ωy0 for each view using only the labeled data Xl and Yl with the above fully-supervised
method. Then, the unlabeled data Xu and Yu are projected into a
low-dimensional subspace respectively with the initial projections,
T

T

denoted as X  = ωx0 Xu and Y  = ωy0 Yu . Then we use the lowdimensional representations X and Y to build a cross-view correspondence matrix H among the unannotated images via building
a kNN graph G. To be speciﬁc, G is constructed with c vertices,
where each vertex denotes an unlabeled sample and is connected
with its k-nearest-neighbors from another view. This cross-view
adjacency correspondence can effectively capture the identity relationship among the unlabeled people across camera views. H is
computed as the weight matrix of graph G :

Hi j =

⎧
⎨



exp −

⎩

0

xi −yj 

2



σi σ j

i f xi ∈ Nk yj or yj ∈ Nk xi

(6)

otherwise

 

Nk xi and Nk yj

are the set of k nearest neighbors of xi and yj .

The parameter σ i represents the local scaling around xi , deﬁned as





σi = xi − xi (k) , where xi (k) is the kth nearest neighbor of xi . σ j is

However, as stated before, it can be challenging to ﬁnd a universal transformation to model the view-sensitive feature distortion,
thus we modify Eq. (1) to the following form:

deﬁned in a similar way.
With the weighted matrix Hij , we can encode the pseudo crossview correspondence relationships into a Laplacian graph regularization term as:

d (x, y ) = ωx T x − ωy T y

Rx  = x  T P x 





2

(2)

To be speciﬁc, we exploit the classic multivariate statistical
analysis technique Canonical correlation analysis (CCA) [25] to
learn a pair of projection vectors ωx and ω y , with the goal that
the correlation of the paired samples xi , y j li = l  j is maximized
after projection. Here CCA is considered supervised in the sense

R y = yT P y

(7)

− D−1/2 Hi j D−1/2

where P = I
is the normalized graph with Dii =

j Hi j . Thus Eq. (4) and Eq. (5) can be modiﬁed with the regularization term as:

(Cxx + ηx Rx )−1Cxy Cyy + ηy Ry

−1

Cyx ωx = λωx

(8)
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Cyy + ηy Ry

−1

Cyx (Cxx + ηx Rx )−1Cxy ωy = λωy

(9)

where ηx and ηy are the regularization parameters. The regularization terms Rx and Ry can capture the underlying manifold structure among the unlabeled data and we are capable of learning projections that are prone to lie along the data manifold. Besides, the
relations across camera views can be effectively estimated with the
help of cross-view correspondence matrix H. In addition, the inverse of the covariance matrix can be robustly computed against
the instability of calculating covariance from a small number of labeled training images.
In this way, new projection ωx1 and ωy1 can be computed using
Eq. (8) and Eq. (9) respectively. Besides, the reﬁned pseudo-classes
T

T

ωx1 Xu and ωy1 Yu are augmented with the labeled images in
Xl and Yl to create new training sets. This process iterates until the
average distance of the k-nearest-neighbors no longer decreases.
The proposed VS-SSL algorithm is summarize in Algorithm 1.
Algorithm 1
ing (VS-SSL).

View-Speciﬁc Semi-supervised Subspace Learn-

Input:
Labeled training data Xl , Yl ; unlabeled training data Xu , Yu ; parameter ηx and ηy ; the maximal number of iterations I;
Output:
The learned projection, ωx and ωy ;
1: Initialize ωx0 and ωy0 with Xl , Yl using Eq. (4) and Eq. (5);
2: for t=1 to I do
T
Get X  = ωxt−1 Xu by projecting Xu through ωxt−1 ; get Y  =
3:
T
ωyt−1 Yu

4:
5:
6:

7:

by projecting Yu through ωyt−1 ;
Construct the pseudo cross-view correspondence relationships by building a kNN graph G using X  and Y  ;
Transform the pseudo cross-view relationships into a Laplacian graph regularization term Rx and Ry ;
Learn ωxt and ωyt with the regularized eigenvalue problem
using Eq. (8) and Eq. (9);



Create new training sets

Xl ∪

T
ωxt Xu

and Yl ∪

T
ωyt Yu

;

end for
9: return The learned projection ωx and ωy ;

8:

solving the following generalized eigenvalue problem:

⎛

0
⎝ ..
.
Cs1

...
..
.
···

⎛

C1s
..
.
0

⎞⎛ ⎞
ω1
⎠⎝.. ⎠

C11 + η11 R11
..
= λ⎝
.
0

.

ωs
...
..
.
···

0
..
.

Css + ηss Rss

In real-world scenario, there usually exist more than two cameras deployed in the surveillance network. This is a more challenging situation and has not been largely studied in the literature. In
this case, our architecture can be readily extended to the multiview scenario. First, we introduce the Multi-view CCA (MCCA) [25],
which aims to ﬁnd a set of projections ωi,i=1...s to map the samples
of s views into a new subspace, in which the correlation is maximized:

max

ω1 ,ω2,..., ωs



ωiT Xi X jT ω j

i= j

s.t. ωiT Xi XiT ωi = 1, i = 1, 2 . . . s.

(10)

Our view-speciﬁc subspace learning approach can be readily ex0
tended to this multi-view scenario. First, initial projections ωi,i
=1...s
can be learned with Eq. (10) with a small amount of training images annotated. Then, the unlabeled data are projected with the
initial projections and the cross-view correspondence matrix H can
be built in a similar way as Eq. (6). Afterwards, the pseudo crossview relationships are encoded into Laplacian graph regularization
1
as Eq. (7). Subsequently, new projections ωi,i
are learned by
=1...s

ω1

⎞

⎠⎝.. ⎠
.

(11)

ωs

Next, the new projections are applied to unlabeled samples to
get reﬁned pseudo-classes, which are augmented with the labeled
images to form new training sets. Finally, our multi-view viewspeciﬁc subspace learning can be carried out by iterating the above
procedures.
3.4. Re-Ranking
Initial ranking lists. Subsequently, a re-ranking step can be
explored to boost the performance further. Suppose the images
from Camera A are exploited as queries while images from Camera B constitute the gallery set. For the sake of the following
discussion, we denote the query image as q and the gallery set
as G = {gi |i = 1, 2 . . . K }, where K is the size of gallery set. With
Algorithm 1, we can obtain the projection vectors ωx and ωy respectively. Then the similarity score of queries and gallery images
can be computed as the cosine distance between the projected descriptors:

S (q, gi ) =

ωx T q · ωy T gi
.
ωx T qωy T gi 

(12)

For a given query q, the galleries gi,i=1,2...K are ranked in a descending manner according to their similarity score to q, computed
with Eq. (12). In this way, the initial ranking list is derived as:

L(q, G ) = {S (q, g1 ), S (q, g2 ), . . . S (q, gK )}

(13)

Expanded Cross Neighborhood. Next, we introduce a novel
way to revise the initial ranking list. To this end, we ﬁrst construct
the expanded cross neighborhood) (ECN) [9] for images, which
constitutes of two level neighbors of each image. To be speciﬁc,
for any image h, let it be query or gallery images, the expanded
neighbors of h is deﬁned as:

N (h, M ) ← {N (h, v ), N (v, r )}
3.3. Extension to more than two camera views

⎞⎛

(14)

where N(h, v) are the top v immediate neighbors of image h, and
N(v, r) are the top r neighbors of every element in N(h, v), i.e., the
‘second-level’ neighbors of image h. By constructing the expanded
neighborhood set, more prospective correct matches are taken into
consideration without the need to re-compute new backward ranking lists.
The ECN multiset can be constructed for the query and each of
the gallery images, i.e. N(q, M) and N (gi , M )i=1...K . The total number
of neighbors is M = v + v ∗ r.
Context similarity. Motivated by the fact that images from the
same identity will have more mutual nearest neighbors than that
of different people [24], we can measure the similarity between
query and gallery images by computing the overlap ratio between
their expanded neighbors. In other words, if N(q, M) and N(gi , M)
share more elements, gi is more likely to be a true match of q. We
adopt the Jaccard distance [8] to compute the degree of overlap in
their nearest neighbor sets, which is denoted as the context similarity:

Scontext (q, gi ) =

|N (q, M ) ∩ N (gi , M )|
.
|N (q, M ) ∪ N (gi , M )|

(15)

Reciprocal content similarity. Based on the principles in social network: the friendship of two persons are closest only when
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they treat each other as the best friend [24], we propose to measure the similarity between query and gallery images according
to their position in each other’s ranking list. More concretely,
ﬁrst, we rank the elements in N(gi , M) according to their similarity
score to gi , resulting in a new ranking list L∗ (gi , M ) =
 
d (gi , m1 ), d (gi , m2 ), . . . d (gi , mM ) , where mi,i=1,2...M denotes the
elements in N(gi , M) and Euclidean distance d is adopted for simplicity. The procedure goes for all gi ⊂ G. Since the size of N(gi , M),
i.e. M, is signiﬁcantly smaller than the size of the gallery set, constructing these ranking lists requires much less computation cost
than backward requery, a commonly used re-ranking approach in
[23,24].
Subsequently, the reciprocal content similarity between query
and gallery images is estimated as:





Scontent (q, gi ) = F + 1 − indL∗ (gi ,M ) (q )



+



× F + 1 − indL(q,G ) (gi )

+

(16)
where indL∗ (g ,M ) (q ) is the rank position of query q in L∗ (gi , M )
i

and the same goes for indL(q,G ) (gi ). In addition, [·]+ stands for
max (0, · ).
Albeit simple, this novel similarity measure can greatly alleviate the harm brought by false matches. For example, even if a false
match gi gets high ranks in the initial list L (q, G ), it’s highly unlikely that the query image is also included in the top ranks in
L∗ (gi , M ). It may be ranked last or even not included in the ECN
of false matches at all. If the rank postion of query q in L∗ (gi , M )
is bigger than F + 1, their similarity is set to zero (In practice, we
add a very small value τ = 1e − 5 for computation stability). In
this way, the negative inﬂuence of top ranked false matches can
be greatly eliminated. A pair of image only receives high similarity
scores if they are both in each other’s top ranks, i.e. reciprocally
[8]. This can help to distinguish some hard negatives from the true
matches.
Next, we apply min-max normalization to Scontent (q, gi ) to make
the scores in the same value domain. Finally, the new similarity of
an image pair (q, gi ) after re-ranking is deﬁned as:

S∗ (q, gi ) = Scontext × Scontent

(17)


where Scontent
is the value of Scontent after min-max scaling. It’s obvious that the more overlapping samples in N(q, M) ∩ N(gi , M), the
smaller indL∗ (g ,M ) (q ) and indL(q,G ) (gi ) are, the more similar the
i

two images are.
Final similarity. Moreover, as the new similarity after reranking only considers limited number of samples in the neighborhood, thus it’s reasonable to aggregate it with the original similarity score, which is critical for a robust similarity measure. Therefore, the ﬁnal similarity score is deﬁned as:

S f inal (q, gi ) = (1 − δ )S (q, gi ) + δ S∗ (q, gi )

(18)

where δ ∈ [0, 1] is a trade-off parameter controlling the mediation between the two compounds and its inﬂuence on ﬁnal performance will be discussed in Section 4.3.5. The revised ranking list
is obtained by sorting the ﬁnal similarity score Sﬁnal (q, gi ) in a descending manner. The proposed re-ranking method is summarized
in Algorithm 2.
4. Experimental results
4.1. Datasets and settings
4.1.1. Datasets
We evaluate the proposed approach on ﬁve challenging
datasets, including four two-view datasets VIPeR [10], PRID450S
[11], PRID2011 [12], CUHK01 [13] and one multi-view dataset
Market-1501 [14]. The VIPeR dataset is one of the most commonly

Algorithm 2
similarity.

5

Re-ranking with reciprocal content and contextual

Input:
Query image q and gallery set G = {gi |i = 1, 2 . . . K }
Parameter δ ; Parameter v, r, F ;
Output:
The ﬁnal revised ranking list.
1: Calculate similarity scores between queries and gallery with Eq.
(12);
initial
ranking
list
L(q, G ) =
2: Produce
{S(q, g1 ), S(q, g2 ), . . . S(q, gK )};
3: Get expanded cross neighborhood N (q, M ) and N (gi , M )i=1...K
for query and each image in gallery respectively;
4: for i=1 to K do
5:
Compute the context similarity between gi and query q with
Eq. (15);
Sort the images in N (gi , M ) in ascending manner according
6:
to their Euclidean distance to gi , rendering the ranking list
L ∗ ( g i , M );
Record the rank position of q in L∗ (gi , M ) and gi in L(q, G ).
7:
Calculate the reciprocal content similarity with Eq. (16);
8:
Compute the new similarity with Eq. (17);
Get ﬁnal similarity score S f inal (q, gi ) by combining new sim9:
ilarity score with original similarity score with Eq. (18);
10: end for
11: Get new ranking list by sorting the ﬁnal similarity in a descending manner.

used datasets for person re-ID, which consists of 632 people captured outdoor with 2 images for each identity, one for each camera view. PRID450S contains 450 image pairs captured from two
static surveillance cameras. PRID2011 dataset is more challenging
in that the number of gallery identities is higher than the queries.
To be speciﬁc, there are 385 persons in camera view A while camera view B includes 749 persons, with 200 of them appearing in
both views. Therefore, there are 200 image pairs in this dataset.
CUHK01 dataset contains 971 pedestrians from two disjoint camera views in a campus environment. Each pedestrian has two samples per camera view, with 3884 images in total. Different from the
aforementioned datasets, images in this dataset are of higher resolution. Market-1501 dataset consists of 32,668 images of 1501 different pedestrians recorded with six cameras. Different from other
datasets, the evaluation protocol is provided along with the data,
with 751 and 750 identities randomly selected for training and
testing respectively.

4.1.2. Settings
Our experiments follow the single-shot protocol for VIPeR,
PRID450S and PRID2011, where the gallery set comprises one
image for each identity. For CUHK01 dataset, both single-shot
and multi-shot evaluations are conducted, while for Market-1501
multi-shot settings are adopted. For VIPeR, PRID450S and CUHK01,
316, 225 and 485 identities are randomly selected to constitute the
training set respectively, and the rest are exploited for testing, with
no overlapping on person identities. For PRID2011, 100 identities
are randomly chosen from the 200 pairs to constitute the training
set. The remaining 100 identities of camera A are utilized as query
set, and the 649 persons of camera B are used as gallery. This process is repeated 10 times and the averaged results are reported.
The Cumulative Matching Characteristic (CMC) is exploited to evaluate the performance of all methods. For Market-1501 dataset,
mean average precision (mAP) is additionally adopted for evaluation.
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Table 1
Comparison of top ranked matching rates (%) with semi-supervised methods on
VIPeR database (P=316). ‘R’ means ‘Rank’ hereafter.

Table 2
Comparison of top ranked matching rates (%) with semi-supervised and supervised
methods on PRID450S database (P=225).

Methods

R1

R5

R10

R20

Methods

MFA [27]
kLFDA [27]
XQDA [28]
DLILR [6]
UMDL [20]
RKSL [21]
NFST (LOMO) [19]
MKSSL (LOMO) [7]
Ours (LOMO)
MKSSL (GOG) [7]
MKSSL-MRank [7]
Ours (GOG)
Ours (GOG)+re-rank

25.3
27.5
30.0
32.5
34.1
34.2
31.7
31.2
35.1
40.6
42.3
43.9
44.8

53.6
56.0
57.5
61.8
55.8
66.6
59.4
52.5
56.4
68.5
69.4
72.2
72.3

66.7
69.6
70.9
74.3
67.8
78.9
72.8
62.9
67.4
78.1
74.4
80.9
79.3

78.8
82.6
83.5
84.1
77.8
89.3
84.9
72.8
77.6
85.9
80.6
87.8
86.1

Semi-supervised

4.1.3. Features
We mainly test the proposed method with the hand-crafted
27622-D person descriptor, namely Gaussian of Gaussian (GOG)
[26], which describes the color and texture distributions using a
local Gaussian distribution of pixel-level features. As the dimension of GOG is extremely high, we employ PCA for dimensionality
reduction.
Besides, note that although deep learned features hold prominent discriminative capability, they usually require massive label information thus violating our semi-supervised setting. Even
though it can be exploited for semi-supervised setting by excluding the target dataset during training, learning a new model for
every dataset is a huge demand of computing resources. Therefore,
we don’t incorporate deep learned features in our implementation.
4.1.4. Parameter setting
There are several main parameters in our implementation. For
VS-SSL, ηx and ηy in Eq. (8) and (9) control the effect of the regularization term constructed with unlabeled data, which are set to
0.5 by cross-validation on VIPeR dataset and ﬁxed for all datasets.
The number of nearest neighbors k in Eq. (6) is empirically set to
4. Following [7], the maximal iteration number is set to 10.
For re-ranking, the main parameters are v, r in Eq. (14) and F
in Eq. (16), which stand for the number of top neighbors in the
ﬁrst-level, second-level and the number of ranking positions to
be considered respectively. Inspired by the settings in [9], we set
v = 2, r = 7 and F = 15 for all the single-shot settings, while v = 3,
r = 7 and F = 20 for multi-shot cases. In our experiments, we ﬁnd
that the re-ranking performance is insensitive to these parameters
choices, while the parameter δ is important, which controls the
balance between original similarity and new re-estimated similarity. With grid search of step 0.1 on Market-1501, we ﬁnd the primal results are given when δ = 0.6. The impact of the parameter δ
is analysed in Section 4.3.5.
4.2. Comparisons against state-of-the-Art
n
In this subsection, the ratio of labeled training data, i.e. n+
c is
set to 1/3 for the convenience of comparison with [7,20,21]. The
inﬂuence of the ratio of labeled data is studied in Section 4.3.1.

4.2.1. Performance on the VIPeR dataset
We ﬁrst conduct a comparison with other semi-supervised
results in Table 1 (P denotes the number of people in the
gallery hereafter). Note that since the compared methods like MFA
[27] use different features other than GOG, the comparison with
them is not entirely fair. We include them not as direct competitors, but to contextualise our results. From Table 1, we can make
the following observations.

Supervised

MKSSL [7]
MKSSL-MRank [7]
Ours
MCKCCA [30]
LOMO+XQDA [28]
GOG+XQDA [26]
MKFSL [7]
Ours

R1

R5

R10

R20

61.6
63.4
63.3
55.8
62.6
68.4
66.9
68.2

85.7
86.8
87.0
85.6
88.8
89.3
90.2

92.6
89.6
93.2
90.8
92.0
94.5
94.2
94.9

96.7
92.9
97.0
95.5
96.6
97.8
97.7
98.0

First, it’s obvious to see that our approach outperforms existing semi-supervised methods on VIPeR, usually by a large margin.
To be speciﬁc, the proposed method achieves a 44.8% rank 1 rate,
with a 2.5% improvement over the previous best result (42.3%) by
MKSSL-MRank [7], in which manifold ranking [29] is integrated to
further improve the result of MKSSL [7]. When re-ranking is not
conducted, our method achieves a 43.9% rank 1 rate, which outperforms MKSSL(GOG) by 3.3% and clearly demonstrates the effect
of learning view-speciﬁc projections instead of the unitary transformation as in MKSSL.
Second, for a fair comparison with MKSSL [7] and NFST
[19], two representative works for semi-supervised person reID, we also provide the result of our approach using the LOMO
[28] descriptor, denoted as Ours(LOMO). Note this performance
is achieved with VS-SSL only, i.e. before re-ranking. We can observe that our result is constantly higher than MKSSL [7] and NFST
[19] when using LOMO descriptor, 3.9% and 3.4% higher in rank 1
rate respectively. These comparisons obviously validate the effectiveness of the view-speciﬁc subspace learning strategy.
Finally, it can be seen that a notable improvement is obtained
with our re-ranking strategy, especially for rank 1 accuracy. Note
that the performance gain is not as signiﬁcant as [8,9] on largescale datasets like Market-1501, since there is only one positive
match for each identity in the gallery under single-shot setting
on VIPeR. Therefore, there is no suﬃcient contextual information
for re-ranking [8]. In spite of this, our re-ranking strategy still
gains 0.9% improvement for rank 1, proving its feasibility and validity. We will further manifest the effectiveness of re-ranking with
multi-shot experiments, see Section 4.3.4.
Aside from the above, we extend our approach to supervised
version, which can be derived by replacing pseudo cross-view relationships with true pairwise labels. The comparison with state-ofthe-art methods are depicted in Fig. 3(a). It can be observed that
our approach outperforms most comparing methods with a 52.7%
rank 1 rate, 1.7% higher than MKFSL (51.0%), which is the fullysupervised version of MKSSL [7]. The performance gain mainly
beneﬁts from the effectiveness of the view-speciﬁc learning and
the re-ranking strategy.
4.2.2. PRID450S
The results on PRID450S are reported in Table 2. As far as we
know, [7] is the only work that have reported semi-supervised results on PRID450S so far. We can see that for semi-supervised setting, our approach meets and surpasses MKSSL [7] at all ranks,
with a 1.7% improvement in rank 1 accuracy. Besides, although our
result is a bit lower than MKSSL-MRank [7] at rank 1, it soon exceeds MKSSL-MRank by a signiﬁcant margin after rank 5. Another
observation is that our semi-supervised performance is even superior to some fully-supervised methods although it requires much
less annotation cost. As for supervised setting, our approach outperforms most comparing methods by a large margin, except having a slight lower rank 1 rate (68.2%) than GOG+XQDA (68.4%) [26],
demonstrating the effectiveness of the proposed method.
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Fig. 3. Performance comparison with supervised methods using CMC curves on (a) VIPeR; (b) CUHK01 single-shot; (c) CUHK01 multi-shot.

Table 3
Comparison of top ranked matching rates (%) with semi-supervised and supervised
methods on PRID2011 database (P=649).
Methods
Semi-supervised

Supervised

MFA [27]
kLFDA [27]
DLILR [6]
UMDL [20]
NFST [19]
MKSSL [7]
MKSSL-MRank [7]
Ours
DLILR [6]
MCKCCA [30]
NFST [19]
GOG+XQDA [26]
MKFSL [7]
Ours [7]

R1

R5

R10

R20

13.3
14.1
22.1
25.3
24.7
29.2
31.4
30.5
25.2
26.7
29.8
35.9
34.2
35.4

32.5
33.7
45.3
46.8
52.4
53.5
53.4
51.9
52.9
60.1
58.0
57.8

43.3
44.0
56.5
58.2
62.1
63.2
62.8
62.9
62.1
66.0
68.5
66.6
66.3

56.4
56.2
66.3
68.2
72.8
73.0
73.5
71.6
73.3
76.5
78.1
78.2
77.9

Table 4
Comparison of top ranked matching rates (%) with semi-supervised methods on
CUHK01 database (P=486).
Methods

DLILR [6]
UMDL [20]
RKSL [21]
MKSSL [7]
MKSSL-MRank [7]
Ours

Single-shot

Multi-shot

R1

R5

R20

R1

R5

R20

31.0
32.1
46.3
61.2
64.0
62.8

50.9
72.3
81.6
82.4
82.4

69.8
88.7
93.7
88.6
94.4

70.7
73.8
73.0

89.0
89.1
91.1

96.4
93.5
97.0

Table 5
Comparison of rank 1 accuracy and mAP (%) on Market-1501 (P=750).
Methods

Settings

Rank 1

mAP

RKSL [21]
JSTL [2]
CAMEL [2]
MAR [3]
PAUL [4]
TJ-AIDL [5]
SPGAN [32]
MMFA [33]
MVC (Res50) [34]
Ours (Res50)
Ours (GOG)

U
U
U
U
U
UDA
UDA
UDA
Semi
Semi
Semi

34.0
44.7
54.5
67.7
68.5
58.2
51.5
56.7
72.2
74.8
56.6

11.0
18.4
26.3
40.0
40.1
26.5
22.8
27.4
49.6
51.2
42.5

4.2.3. PRID2011
The results on PRID2011 database are reported in Table 3. It can
be clearly seen that our approach exceeds MKSSL [7] by 1.3%, 1.0%,
0.7%, 0.7% at rank 1, 5, 10, 20 respectively under semi-supervised
setting, proving its effectiveness on PRID2011. However, our results are inferior to MKSSL-MRank [7] at lower ranks, probably because the extra images in gallery set facilitate modeling the manifold structure, which makes manifold ranking [29] work better
for PRID2011. As for supervised setting, our approach compares favorably against most methods except for GOG+XQDA [26], which
achieves the best accuracy on PRID2011 so far. It is worth to notice that the supervised results are only a bit higher than semisupervised results on PRID2011, possibly because the size of training set is relatively smaller in comparison with other datasets,
hence the performance gain brought by labeling all the training
data is only marginal.

from which we can observe that our approach constantly surpasses
the comparing methods at all ranks, validating the effectiveness of
the proposed VS-SSL and re-ranking on larger dataset like CUHK01.
In addition, we can see that the semi-supervised results are almost comparable to supervised results on CUHK01, indicating that
on larger datasets such as CUHK01, a moderate amount of annotation would suﬃce with the aid of an appropriate semi-supervised
learning strategy.

4.2.4. CUHK01
For CUHK01, we ﬁrst evaluate the semi-supervised setting with
162 people in training set labeled. The comparison with other
semi-supervised results is reported in Table 4. From the single-shot
results, we can see that our method has a remarkable performance
increase compared to MKSSL [7], 1.6%, 0.8%, 0.7% higher at rank 1,
5, 20 respectively. For multi-shot results, a more notable improvement over MKSSL, i.e., 2.3%, 2.1%, 0.6% is observed, beneﬁting from
the more prominent effectiveness of re-ranking in multi-shot settings.
We also compare the performance of our supervised version
with fully-supervised methods on CUHK01 in Fig. 3(b) and (c),

4.2.5. Market-1501
The rank 1 accuracy and mAP on Market-1501 dataset are reported in Table 5. Here we adopt the multi-view VS-SSL to train on
six camera views with the camera IDs provided in the dataset. During testing, the learned multi-view projection vectors are applied
on query and gallery images respectively. For semi-supervised experiments, 250 people in the training set are labeled. Since the
training data volume is abundant enough on Market-1501 dataset,
we additionally report the results using descriptor learned with
ResNet50 [31], by ﬁne-tuning the CNN model pre-trained on ImageNet with the labeled training data in Market-1501. In Table 5,
‘U’ methods means Unsupervised approaches while ‘UDA’ refers
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Fig. 4. Rank-1 rates of VS-SSL and original CCA with different labeled ratios on (a) VIPeR (b) all the datasets.

to Unsupervised Domain Adaptation methods that are trained
with source datasets and then adapted to the target Market-1501
dataset using unlabeled images. From Table 5, we can make the
following observations.
First, it is important to note that the ‘U’ and ‘UDA’ methods are
not fair competitors in that they require no annotation of the target dataset. We include them here to contextualise our results. We
can see the rank 1 accuracy of our semi-supervised setting with
the default GOG descriptor exceeds most unsupervised methods
and is comparable to UDA competitors, while our mAP is signiﬁcantly higher than others thanks to the proposed re-ranking process. Second, to the best of our survey, MVC [34] is the only work
that has reported semi-supervised results on Market-1501 so far.
When using the same ResNet50 descriptor, our approach outperforms MVC [34] notably, validating its effectiveness on Market1501. Finally, it’s obvious that the ResNet50 descriptor is more
powerful than GOG on Market-1501 dataset, yet we still choose
GOG as the default descriptor, to be consistent with other datasets.
In a nutshell, our method yields prominent performance under
semi-supervised setting on Market-1501, possibly beneﬁting from
the following factors. First, in average, there are around 21 images
for each identity in Market-1501. Compared to other datasets with
2 to 4 images for each individual, it’s easier to model the underlying manifold structure among data, so the contribution of our
graph regularization term may be greatly enhanced. Second, the
multiple images in gallery set help to increase the performance
gain brought by the re-ranking strategy, particularly in mAP values.
4.3. Discussion
In this section, we conduct some ablation studies to better understand the proposed method. The analysis is mainly performed
on the VIPeR dataset.
4.3.1. Inﬂuence of labeled ratio
Firstly, we investigate the performance of the proposed approach with different ratios of labeled data. We use the same GOG
feature and exploit the same re-ranking strategy in the evaluation process. The average rank 1 recognition rates on VIPeR are

shown in Fig. 4(a) (the blue bars). We can observe that: (1) The
performance improves greatly with the increasing ratios, especially
when ratio ∈ {1/20, 1/7}. After that, the accuracy grows relatively
slightly. The rank 1 rate when ratio equals 1/2 is only 3.3% lower
than the result under fully-supervised setting, demonstrating that
the proposed approach can perform suﬃciently well with a limited number of training samples annotated. (We set the ratio as
1/3 in most experiments for the purpose of fair comparisons with
[7,20,21].) (2) When ratios are extremely small, like 1/50 and 1/40,
the proposed approach behaves rather poorly because there are too
few labeled data to learn appropriate initial projections. Also, the
heavily insuﬃcient labeled data may lead to the model drift problem, a common phenomenon in semi-supervised learning methods [7,19], which dramatically impedes the accurate estimation of
cross-view pairwise relationships.
4.3.2. Role of semi-supervised learning
To prove the effectiveness of the proposed semi-supervised
learning strategy, we conduct a comparison between the proposed VS-SSL and original baseline subspace learning, i.e., CCA.
We change the labeled ratios and observe the performance of the
two approaches. Again, the same re-ranking strategy is exploited
for both methods. The rank 1 rates on VIPeR dataset are presented in Fig. 4(a). From the results in Fig. 4(a), we can see that
the proposed VS-SSL approach remarkably outperforms the baseline CCA at all settings of ratios, for instance, it’s 9.4% higher than
CCA when labeled ratio is 1/3, indicating that the proposed semisupervised learning strategy can effectively exploit the abundant
unlabeled data to learn view-speciﬁc projections. Moreover, we can
observe that the performance improvement decreases gradually as
the labeled ratios become larger, because the descending number
of unlabeled training data compromises the effectiveness of semisupervised learning.
Moreover, we ﬁx the labeled ratio to 1/3 and show the comparison of two methods on different datasets in Fig. 4(b). Note
that for Market-1501 dataset, the comparison is conducted with
MCCA. We can see that consistent performance improvements can
be gained on all the datasets, especially on CUHK01 and Market1501. To be speciﬁc, a 11.6%, 15.5% and 16.1% improvement in
rank 1 over vanilla CCA can be observed for CUHK01 (single-
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Table 6
Comparison with cross-dataset methods on VIPeR and DukeMTMC dataset with
Market-1501 as source dataset.
Dataset

VIPeR

Duke

Duke

Metric(%)
MMFA [33]
TJ-AIDL [5]
SPGAN [32]
Direct Transfer
Adaption

R1
39.1
38.5
28.9
38.6

R1
45.3
44.3
41.1
23.2
29.4

mAP
24.7
23.0
22.3
14.3
19.2

shot), CUHK01 (multi-shot) and Market-1501 respectively. It indicates that the proposed VS-SSL strategy is more effective on larger
datasets since relatively better initialization can be obtained with
more labeled images in the training set.
4.3.3. Generalizing to unseen views
The above experiments follow the conventional setting that the
training and testing samples come from the same camera view.
To evaluate the generalizability of the proposed approach when
dealing with new unseen camera views, we conduct the following cross-dataset experiments. To be speciﬁc, we use Market-1501
as the source dataset and choose VIPeR as the target dataset (The
results and conclusions on other two-view datasets like PRID2011
et al. are quite similar as the ones on VIPeR. Thus they are omitted
due to space limitation). To test the performance in more stringent
scenarios, we exploit DukeMTMC [35] as an additional target set,
which consists of 36,411 images of 1812 identities in 8 cameras.
The experiment pipeline is detailed as below.
First, the multi-view VS-SSL is utilized to learn the projections
of six views on Market-1501. Then we randomly choose two out
of the six projections for VIPeR (We report the average result of
C62 possible combinations). While for each of the eight views in
DukeMTMC, we randomly choose one out of the six projections
learned on Market-1501 (repetition is inevitable). Next, the chosen projections are either directly applied to the new views (denoted as ‘Direct Transfer’) or used as initial projections and updated with a few iterations with unlabeled data in target set (denoted as ‘Adaption’). In Table 6, we compare our method with a
representative selection of recent UDA approaches.
From the results in Table 6, we can see that: (1) The naïve direct transfer strategy does not generalize well to unseen camera
views, possibly due to the large magnitude of cross-camera scene
variations like illumination, background, occlusions et al, which
leads to domain shift and deteriorates the identity matching performance in target domains; (2) However, the results of ‘Adaption’
are quite competitive on VIPeR, even comparable to deep learning approaches like TJ-AIDL [5]. The plausible reason is that the
VIPeR dataset has less complex view-speciﬁc conditions and camera layouts compared to Market-1501, thus its data distributions
and cross-view correspondence relations can be effectively mined
with good initialization learned on Market-1501 and a few iteration steps with the proposed VS-SSL method, thus bringing satisfying performance on VIPeR; (3) Nonetheless, this setting yields
poor performance on DukeMTMC dataset. A rational explanation is
that the experiment setting is not quite reasonable. It’s well known
that cross-dataset settings are more meaningful when the scale of
source dataset is larger and contains ‘richer’ information. When the
source dataset has fewer camera views than the target, it’s hard
to control the relations between view-speciﬁc feature transformations. Hence, the source information would not suﬃce, leading to
poor cross-dataset results.
To summarize, although the learned transformations are viewspeciﬁc, the proposed method is able to quickly generalize to unseen views if the source domain is suﬃciently diverse and cov-
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Table 7
Ablation analysis and comparison with other re-ranking methods.
Dataset

VIPeR

CUHK01

Market

Market

Metric(%)
No re-ranking
k-reciprocal [8]
ECN(rank-dist) [9]
DCIA [23]
Ours (content)
Ours (context)
Ours (combined)

R1
43.9
39.8
40.2
65.2
44.0
44.4
44.8

R1
69.1
71.2
72.8
82.6
70.9
72.0
73.0

R1
52.9
55.5
56.1
55.2
55.9
56.6

mAP
27.2
39.8
41.9
39.4
40.6
42.5

ers a wider range of view-speciﬁc situations. By means of viewspeciﬁc modelling, the proposed method is capable of ﬁnding a
shared space where the view-speciﬁc interference is greatly alleviated thus the view-invariant component of a person’s appearance is more likely to be captured and transferred. However, in the
case that the target domain has more camera views, the proposed
method cannot work well, which is an important further issue to
investigate.
4.3.4. Ablation analysis of re-ranking
In this subsection, we conduct an ablation study of the proposed re-ranking strategy to evaluate the contribution of each part.
To this end, we develop some variants of our algorithm. After
discovering the ECN for query and gallery set, context similarity
refers to reﬁning the initial similarity scores only by computing
the overlap ratio between their expanded neighbors with Eq. (15).
While content similarity means re-calculating the similarity only
according to the position in each other’s ranking list with Eq. (16).
Note that in these variants, the new similarity scores are all combined with original similarity scores, without which the results
ﬂuctuate a lot. Meanwhile, No re-ranking denotes using the initial similarity scores learned with VS-SSL. The results are listed in
Table 7, where multi-shot CUHK01, Market-1501 and single-shot
VIPeR are chosen.
Taking Market-1501 as an example, we can see that both content and context similarity based re-ranking remarkably boost the
overall performance, evidenced by that they improve rank 1 rate
over No re-ranking by 2.3% and 3.0% respectively. The increase in
mAP is more notable, which is 12.2% and 13.4% respectively, indicating that the proposed re-ranking strategy is effective in discovering more positive matches that are missed in the initial ranking list. Besides, we notice that content similarity based re-ranking
is somewhat inferior to context similarity, presumably due to the
inﬂuence of hard positives. When the true matches appear quite
dissimilar to the query as a result of arbitrary changes in viewpoint and pose et al, they may not be located in the top ranks of
query and vice versa, which will result in very low reciprocal content similarity scores for correct matches. Nevertheless, we found
that combining it with context similarity can lead to a further performance gain, suggesting that they compensate each other very
well and should be jointly used to get better results.
Moreover, we also compare our method with other recently
proposed re-ranking approaches in Table 7. To make a fair comparison, we use the same original ranking list but with different re-ranking methods using their own implementation ([24] are
not compared since no implementation code is available). From
Table 7, it can be seen that the proposed approach outperforms
most existing post-ranking methods. In particular, we can see that
k-reciprocal [8] and ECN [9] even do harm to results in the case of
single-shot setting while our strategy can still improve over No reranking, beneﬁting from the joint effort of content and contextual
information.
It is worth to notice that DCIA [23] can get better accuracy than
ours, however our method is superior to it in the following as-
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Fig. 5. The impact of the parameters. (a): ηx and ηy ; (b) (c): δ .

pects: (1) the DCIA framework requires an additional training stage
that consumes a signiﬁcant amount of time. For instance, it takes
about 4.6 and 7.2 hours to train on VIPeR and CUHK01 respectively. What’s more, it’s technically infeasible on Market-1501 since
it takes too much time to train when the gallery set size is large.
On the other hand, our training-free re-ranking method is very
time eﬃcient, which can be completed in 8.8s, 15.7s and 263.4s
for VIPeR, CUHK01 and Market-1501 respectively; (2) the DCIA
method requires considerable supplementary memory to work,
which varies between 2.3GB and 4.8GB for VIPeR in our implementation. However, the memory imposed by our method is very limited: about 0.2GB for VIPeR dataset; (3) DCIA is quite sensitive to
the parameter values and limited by the rigorous assumption that
the true match is located in the ﬁrst ranks. When this criteria is
not met or parameter is wrongly selected, DCIA can’t function well
and may lead to a degraded performance. On the other hand, our
method needs no such assumption and is robust to the parameters v, r and F. Varying them only renders some slight jitters in
accuracy. We only need to adjust the balance between the similarity before and after re-ranking, i.e., tuning the parameter δ . To
summarize, though our results are inferior to DCIA, our re-ranking
method is faster, low cost, ﬂexible and stable in performance.
4.3.5. Parameter analysis
In this subsection, we conduct some experiments to evaluate
the inﬂuence of parameters. As stated before, the main parameters
for VS-SSL are the coeﬃcients for regularization, i.e. ηx and ηy in
Eq. (8) and (9). To investigate their inﬂuence on the performance,
we set the value of ηx and ηy between [0.0 0 01, 1], with a grid step
of 0.1 and observe the variation of rank 1 rates on VIPeR by varying them simultaneously. The results are shown in Fig. 5(a). We
can see that our approach performs best when ηx , ηy ∈ {0.4, 0.5,
0.6} with a rank 1 rate around 44.8%. As ηx and ηy vary out of this
range, the rank 1 accuracy ﬂuctuates with an overall decreasing
trend. The results validate that a proper regularization term constructed with the unlabeled data helps to boost the performance.
Without loss of generality, we set ηx and ηy both to 0.5 in our implementation. For multi-view VS-SSL in Eq. (11), the η11 and ηss
et al. are set to 0.5 as well.
Now we investigate how the performance varies with the parameter δ for our re-ranking strategy. When δ is set to 1, the original similarity is left out, we only consider the new similarity after
re-ranking. When δ is set to 0, the result is obtained only using
original similarity. For our evaluation, δ is set between 0 to 1 with
step 0.1. The results on Market-1501 are shown in Fig. 5(b) and (c).
It can be observed that when only new similarity is considered,

Table 8
Average training time and rank 1 accuracy (before re-ranking) of VS-SSL with different GOG dimensions on VIPeR dataset.
dim

27,622

50 0 0

2048

1024

512

256

128

64

Rank 1 (%)
Time (s)

44.3
26.8

43.9
10.9

44.0
7.5

43.8
5.4

43.9
3.2

43.2
2.4

42.8
1.6

42.0
0.9

our re-ranking beats No re-ranking by 2.9% in rank 1 and 15.0% in
mAP, proving the new similarity is effective in mining the aﬃnity
relationships among query and gallery images. Additionally, when
considering both the original similarity and the new similarity, a
further improvement can be obtained when δ is around 0.6, which
veriﬁes that the original similarity is also crucial for a robust reranking.
4.3.6. Running time
The experiments for small datasets are carried out in the Matlab (2017b) environment on a desktop with Intel i3-2130 @3.40GHz
CPU and 32.0GB RAM, while the evaluations for Market-1501 are
implemented on a Computing Cluster with 128.0GB RAM.
For VS-SSL, the computation time is mainly consumed on learning projections by solving the regularized eigenvalue problem,
which is proportional to the feature dimension. This is veriﬁed in
Table 8, where the average training time over ten runs on VIPeR is
reported. We can see that when the dimension of GOG is reduced
to 1024 or 512, the average training time is much shorter than that
of the original 27622-d feature, whereas the accuracy only drops
a little. When the feature dimension is further reduced to lower
than 512, an obvious accuracy drop can be observed, even though
the training has become faster. Therefore, we reduce the GOG dimension to 512 in our experiments, which seems to be a suitable
mediation between eﬃciency and accuracy.
As for re-ranking, the computation mainly focuses on mining
the ECN for image pairs and deriving the ranking list within the
neighbor sets, which are very time eﬃcient. For example, on VIPeR
dataset, the computation time for constructing the ECN, calculating
context similarity, deriving the ranking list within ECN and measuring the content similarity are 3.2s, 1.5s, 2.7s and 1.4s respectively, while they are 95.2s, 45.6s, 81.4s and 41.2s for Market-1501.
5. Conclusion
We have proposed a semi-supervised framework which can effectively utilize both labeled and unlabeled training samples to address the annotation reliance problem in supervised person re-ID.
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Compared to existing methods, our work is one of the few attempts that focuses on semi-supervised learning for re-ID without
resort to deep learning. It enables learning view-speciﬁc transformations with limited annotated data, thus alleviating the exhaustive need of manual annotation. The method has been further extended to the multi-view scenario and integrated with a novel reranking strategy that takes both contextual and reciprocal content
similarity into consideration. The effectiveness of the proposed approach has been veriﬁed with extensive evaluations on ﬁve public
datasets VIPeR, PRID450S, PRID2011, CUHK01 and Market-1501. In
the future, we are interested in applying the proposed algorithm to
other semi-supervised learning and cross-view matching problems.
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