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ABSTRACT

KEYWORDS

Convolutional neural networks (CNNs) have shown vulnerable to
adversarial examples which contain imperceptible perturbations.
In this paper, we propose an approach to defend against adversarial
examples with soft decision trees embedding. Firstly, we extract the
semantic features of adversarial examples with a feature extraction
network. Then, a specific soft decision tree is trained and embedded
to select the key semantic features for each feature map from convolutional layers and the selected features are fed to a light-weight
classification network. To this end, we use the probability distributions of each tree node to quantify the semantic features. In this
way, some small perturbations can be effectively removed and the
selected features are more discriminative in identifying adversarial
examples. Moreover, the influence of adversarial perturbations on
classification can be reduced by migrating the interpretability of
soft decision trees into the black-box neural networks. We conduct
experiments to defend the state-of-the-art adversarial attacks. The
experimental results demonstrate that our proposed approach can
effectively defend against these attacks and improve the robustness
of deep neural networks.

Convolutional neural networks; Adversarial examples; Soft decision
trees
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Convolutional neural networks (CNNs) [18] have achieved superior performance on various tasks such as image classification [14],
computer vision [34], and natural language processing [37]. However, CNNs are vulnerable to adversarial examples [31]. Szegedy et
al. [31] indicated that we could generate adversarial examples by
adding imperceptible perturbations to clean examples. And experiments have demonstrated that some imperceptible perturbations
can result in the state-of-the-art deep networks outputting an incorrect result with high confidence. Although such small perturbations
cannot be perceived by the human visual system, they can lead
to a significant decline in the performance of deep networks. The
application of deep networks is greatly restricted by adversarial
attacks. Moreover, the methods of generating adversarial examples
are also constantly updated and enhanced with the development
of machine learning. The existence of adversarial examples has
become a severe threat to the security of artificial intelligence.
Various methods have been proposed to generate adversarial
attacks, including non-targeted attacks [3, 11, 13] and targeted
attacks [6, 15, 32] based on the purpose of adversarial examples.
Non-targeted attacks are simply used to make deep networks output incorrect results, while targeted attacks mean that adversarial
examples can be misidentified as specific labels by neural networks.
It is difficult to defend against the adversarial examples generated
based on these two attacks and they are seriously threatening the
security of deep networks. In this case, a lot of methods have been
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reduce the impact of adversarial perturbations in the classification
process because of their good interpretability. The probability distributions of soft decision trees can be used to quantify the extracted
semantic features. Based on this, our method can use the probability
distributions to select the key features that contribute to correct
classification. The compressed feature maps mostly composed of
the key features contain less perturbations, while the proportion
of effective features within the boundaries of correct decisions increases greatly. Therefore, the true label could be obtained through
a classification network with the compressed semantic features.
In this paper, our main contributions are as follow: 1) We propose
a defensive method against adversarial examples based on soft decision trees embedding. Our defensive method takes advantage of the
interpretability of soft decision trees to remove the perturbations.
Soft decision trees are embedded into a deep network to defend the
attacks by ensuring more features involved in classification within
the correct decision boundaries as far as possible; 2) We apply soft
decision trees embedding to compress the semantic features of adversarial examples. Soft decision trees select the key features from
different layers by quantifying the contributions of the semantic
features to correct decisions. The compression of features can reduce some imperceptible perturbations and facilitate the correct
classification; 3) Experimental results show that our method can defend against adversarial attacks and improve the robustness of deep
networks. Compared with other defensive methods, soft decision
trees embedding can defend adversarial attacks more effectively.

Figure 1: The basic idea of our proposed method. We first
extract the semantic convolutional features from adversarial examples and then embed soft decision trees to compressively select the key features that are mostly positive to correct classification. This way can defend the interference of
adversarial perturbations to deep neural networks.

2

developed to defend against adversarial attacks. These defensive
methods can be roughly divided into two categories based on adversarial examples and neural networks. The first one is to preprocess
adversarial examples by removing the added perturbations and
restoring them to the clean examples as far as possible [10, 23].
Another one aims to improve the robustness of neural networks
against adversarial attacks [7, 16, 27]. However, the current methods can not remove the redundant perturbations completely and
the robustness of deep networks still needs to be improved against
more attacks. Moreover, the vast majority of adversarial attacks
are unknown to defenders, which also increases the difficulty of
defending against them.
To address this security issue of machine learning, we propose
a novel defensive framework based on soft decision trees embedding [12, 17, 38] in Figure 1. The basic idea of our proposed defensive
method is to activate and select the key features contributed to correct decisions through soft decision trees embedding. At the same
time, the tree-structure model can reduce the impact of small perturbations. Our proposed defensive method makes full use of the
good interpretability [2, 39, 40] of decision tree models to defend
against adversarial perturbations. We first extract the convolutional
features of the adversarial image from different layers through a
feature extraction network, and then the mixed semantic features
containing adversarial perturbations can be obtained for selection.
In order to ensure that more features are within the boundaries of
correct decisions, we embed soft decision trees to compress the extracted features of convolutional layers by selecting the key features.
Soft decision trees are trained based on the probability distributions
of the semantic features instead of hard decision, and they can

RELATED WORK

In order to better defend against adversarial attacks, we review the
main methods to generate and defend adversarial examples in the
field of image classification [1].

2.1

Adversarial Attacks

Nowadays, the adversarial attacks are getting stronger and stronger.
We first introduce some state-of-the-art methods to generate adversarial attacks. Szegedy et al. [31] proposed box-constrained L-BFGS
to generate adversarial examples by seeking an minimum additive perturbation, which could force the output of the optimization
towards the specific target. Goodfellow et al. [13] proposed fast
gradient sign method (FGSM) to efficiently compute an adversarial
perturbation by perturbing an original image towards the gradient
sign directions. Jiawei Su et al. [30] proved that changing only one
pixel in an image can fool neural networks and even induce deep
classifiers to output specific results. And the proposed one pixel attack generated adversarial examples based on differential evolution
algorithm. To solve the problem of the perturbations coefficient,
Moosavi-Dezfooli et al. [25] proposed DeepFool to iteratively perturb an image with a computed minimal norm perturbation towards
the closest decision boundary. The basic idea of Carlini and Wagner attacks is to craft adversarial examples by limiting their l 0 , l 2
and l ∞ norms [5]. The adversarial examples generated with this
method could transfer from the unsecured networks to the secured
networks, thus achieving black-box attacks. In addition, there are
more other methods to generate adversarial attacks and they have
seriously threatened the security of artificial intelligence.
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Figure 2: The proposed defensive framework. It mainly uses soft decision trees embedding to defend against imperceptible adversarial perturbations. We first extract the semantic features from different layers through a feature extraction network. The
high-dimensional feature vector from a feature map is fed to a soft decision tree for selection. The embedded soft decision tree
can be used to select a lower-dimension feature vector by quantifying the extracted features with the probability distribution
of each tree node. This selected feature vector is mostly composed of the key features conducive to correct decisions. Finally,
the compressed feature maps from different layers can jointly guide the classification of the adversarial example towards the
true label with a classification network. And the compression of the semantic features can effectively remove some adversarial
perturbations and ensure more key features within the correct decision boundaries.

2.2

Defensive Methods

3

Many effective methods have been proposed to defend adversarial
examples. Adversarial training [33] is one of the earliest defensive
methods by directly adding adversarial examples to training examples (e.g., BIM). But this method is difficult to defend against
most unknown adversarial examples. Papernot et al. [26] proposed
defensive distillation to defend adversarial attacks by transferring
the trained generalization ability of complex models to a simpler
network. However, Carlini and Wagner attacks [4] are claimed to
have succeeded in overwhelming the defensive distillation. Xu et
al. [36] proposed the feature squeezing methods to defend adversarial examples, including the color bit depth of each pixel and
spatial smoothing. But this method can only defend against limited
adversarial attacks. Song et al. [28] proposed Pixeldefend by reconstructing the adversarial image to match the distribution of the
training data. The defensive performance of Pixeldefend is not very
effective on stronger attacks. Although the defensive methods have
protected CNNs from adversarial attacks, the security of CNNs is
still threatened by stronger attacks and the defensive methods also
need improvements in terms of performance and innovation.
However, the defensive methods still need to be improved. Considering the attack mechanism, we find that the lack of interpretability in deep networks has increased the difficulty of defense. Based
on this finding, we can apply the interpretable networks [2, 8, 22],
i.e. soft decision trees, to improve the robustness of deep networks.

APPROACH

In this section, we present the main components of our approach
and analyze the defensive mechanism of soft decision trees embedding. We will introduce the principle of our defensive approach
from the following three parts: the basic idea of our defensive
method, the algorithm of soft decision trees embedding, and the
loss function of our proposed model.

3.1

The Basic Idea

Deep models are facing serious security risks because of adversarial
examples. The imperceptible perturbations mixed in adversarial
examples will spread all over the feature maps through deep networks. This can change the characteristic value of original images
quantitatively and cause most features to be pushed outside the
correct decision boundaries, leading to the incorrect classification
of adversarial examples with high confidence. Considering that the
classification results mostly depend on the features corresponding
to the maximum class probability, there are many effective features
that contribute to the correct classification but are ignored. Therefore, our method is mainly to improve the impact of these effective
features on classification results with soft decision trees embedding.
Our proposed defensive framework is shown in Fig 2. The basic
idea of our approach is to increase the proportion of the key features within the correct decision boundaries utilizing soft decision
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trees embedding. In order to reduce the interference of adversarial perturbations, our approach first extracts the semantic feature
maps from the output of different convolutional layers with a feature extraction network. We use the feature maps from different
layers to enrich the knowledge on different semantic levels. Then
soft decision trees are embedded to quantify and compress the
feature vectors containing adversarial perturbations. Quantitative
analysis of the semantic features is based on the probability distributions of soft decision trees and aims to select the key features
contributed to correct classification. According to the quantitative
results of the convolutional features, the selection can push more
effective features within the correct decision boundaries and compress the feature vectors to remove some small perturbations. The
compressed feature maps are ultimately analyzed and distinguished
by a classification network. In this method, soft decision trees are
optimized with soft probability distributions instead of hard target
at each node. Considering the correct classification of leaf nodes
in soft decision trees, we can use the probability distributions of
the determined nodes to select the key features conducive to correct decisions. Because of the good interpretability of soft decision
trees, our defensive model can select the key features effectively
while ignoring the effect of adversarial perturbations. Therefore,
soft decision trees embedding makes our proposed defensive model
more robust against adversarial examples.

3.2

different semantic features based on the quantitative results. And
the working mechanism of soft decision trees is first making hierarchical decisions based on an input example, and then determining
a particular static probability distribution over classes as an output.
Soft decision trees allow more features to participate in the final
decision, and they achieve a better performance on the efficacy of
classification accuracy than normal decision trees. In this defensive
model, the embedded soft decision trees are pre-trained. During
the training of soft decision trees, we seeks to minimize the cross
entropy between the weighted value of each leaf and the target
probability distributions to optimize the loss function, which could
soften the classification decisions. And the loss function of soft
decision trees can be represented as:
m

Lsdt =

1Õ
ℓi (x) + C
m i=1

(1)

where m denotes the number of training examples in dataset, and
ℓi (x) denotes the loss of a single training case x, and C is the penalty
to regularize the optimization of soft decision trees.
In the loss function Lsdt , the first term ℓi (x) is the average loss
for all training examples and the second term C is used to regularize
the loss for the equal use of both right and left sub-trees. The loss
of a single training example ℓi (x) is represented as:
Õ
Õ
ℓi (x) = − log( Pil (x)
tk log Q kl )
(2)
l

Soft Decision Trees Embedding

k

where Pil (x) denotes the probability at the leaf node l, and tk

The purpose of soft decision trees embedding is mainly to compress
the extracted feature maps by quantifying the contributions of the
semantic features to correct decisions. Because soft decision trees
are interpretable, the probability distributions of each tree node
can clearly represent the contributions of the semantic features to
different classification results. Based on this, we can use the probability distributions of soft decision trees to quantify the extracted
features from different layers and then get the influence degree of
different features on the classification results. In order to guide the
classification of adversarial examples, the key features conducive to
correct decisions can be selected from the extracted convolutional
features. In this way, soft decision trees embedding can compress
the dimensions of the semantic features and push more effective
features into the correct decision boundaries. The compressed feature maps have a more positive effect on the learning of adversarial
examples towards the correct results. Moreover, the feature compression can cause the eigenvalues of some small perturbations to
tend to zero and these adversarial perturbations can be filtered out.
Therefore, the compression of features are more conducive to the
improvement of performance for soft decision trees embedding.
Soft decision trees are obtained by distilling binary decision
trees [21, 29]. Different from the traditional training of decision
trees, soft decision trees first determine the size of the tree models,
and then update all the parameters using mini-batch gradient descent. Soft decision trees could give softened decisions and have a
better generalization ability than normal decision trees due to the
target probability distributions as soft targets. As shown in Fig 3, a
soft decision tree can quantify the contributions of the extracted
features towards different classification results. Each node can output the probability distribution of the feature vector and activate

denotes
the target distribution over the possible output class k, and Q kl
denotes the probability distribution at the leaf node l over the class
k. The optimization of the loss ℓi (x) means to minimize the cross
entropy between each leaf weighted by its path probability and
the target distribution at this leaf node. To avoid the overfitting
of soft decision trees, we implement the penalty C of the cross
entropy between the predictive average distribution 0.5 and the
actual average distribution. And the penalty is represented as:
Õ
C = −λ
[0.5 log(α j ) + 0.5 log(1 − α j )]
(3)
j

where λ tunes the value of the penalty, and α j denotes the actual
average distribution at the leaf node j. The penalty term could
ensure each internal node to make equal use of both left and right
sub-trees to avoid getting stuck at poor solutions during the training
of soft decision trees. And the actual target distribution α j is:
Í j
x P (x)p j (x)
αj = Í j
(4)
x P (x)
where P j (x) denotes the path probability from the root node to leaf
node j, and p j (x) is the probability of taking the rightmost branch.
This penalty assumes that soft decision trees could make fairly equal
use of alternative sub-trees, which is usually better suited to any
particular classification task. Therefore, soft decision trees could
give a predictive distribution over all classes and utilize the features
of adversarial examples better. Soft decision trees embedding could
force the optimization of the proposed defensive model further
towards the correct classification direction.
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Table 1: Network architecture
Layer Type
Conv+Relu
Conv+Relu
Max Pooling
Conv+Relu
Conv+Relu
Max Pooling
Conv+Relu
SDT
Conv+Relu
Max Pooling
Conv+Relu
Max Pooling
Full Connected
Softmax

MNIST
3×3×16
3×3×32
2×2
3×3×64
3×3×128
2×2
3×3×256
3×3×256
2×2
3×3×128
2×2
64
10

F-MNIST
3×3×16
3×3×32
2×2
3×3×64
3×3×128
2×2
3×3×256
3×3×256
2×2
3×3×128
2×2
64
10

CIFAR10
3×3×32
3×3×64
2×2
3×3×128
3×3×256
2×2
3×3×512
3×3×512
2×2
3×3×256
2×2
128
10

predictive output ŷ is defined as
ŷ = дc (θ 1, x k )

(6)

where дc represents the classification network, θ denotes their
parameters, and x k is the key features that soft decision trees output.
x k = fsdt (θ 2, fc (θ 3, x))
(7)
where fsdt is soft decision trees, fc represents the feature extraction network. And θ 2 denotes the parameters of soft decision trees,
θ 3 denotes the parameters of convolution layers. The defensive
framework is trained end-to-end. In order to reduce the complexity
of model training, we use the trained soft decision trees for collaborative training of the defensive model. We can pre-train soft
decision trees, and then fine-tune the parameters of soft decision
trees in the cooperative training process. Therefore, we can greatly
simply the parameter search process of soft decision trees.
However, the defensive model may over-fit without any prior
knowledge. Considering that the dimensions of semantic features
are very high, the learning of soft decision trees fsdt may fall into
over-fitting. In order to solve the problem of model over-fitting, we
use the loss function of soft decision trees Lsdt as a regularization
term. Therefore, the loss function of our defensive model consisting
of empirical risk term and regularization term can be represented
as
Loss = L(θ ) + β Lsdt
(8)
where β denotes the regularization coefficient and it is a small scalar
constant. Moreover, the regularization term can guide the learning
of the defensive model in early epochs.

Figure 3: The visualization of a soft decision tree. The extracted convolutional features are used as the input of a soft
decision tree. Each branch of a soft decision tree represents
a different part of the activated features in the feature map.
And each leaf is the probability distribution of the potential classification over classes. The probability distributions
can quantify the contributions of different features to correct classification. The output of soft decision trees is the
activated features towards different labels. Based on this,
we select and compress the key features contributed to correct results to push more features into the correct decision
boundaries. Therefore, soft decision trees can guide the correct classification of adversarial examples.

3.3

Loss Function

During the training process of our defensive model, soft decision
trees and CNNs are trained collaboratively. Therefore, given an
input x with its true target yx , the loss function of all the training
examples can be defined as
Õ
L(θ ) = −
yx log(ŷ)
(5)
x

3.4

where θ denotes the general description of model parameters, and
ŷ denotes the output of our defensive model. We use the crossentropy between the predictive output of our defensive model and
the true target of the input to optimize the training of this model.
Moreover, the output of the framework is obtained by different
models step by step, leading to the complicated training process
and the numerous parameters of our defensive model. Based on
this, we conduct collaborative training on this defensive model. The

Network Architecture

As shown in Table 1, our defensive network architecture includes
the filter size and input channels of the defensive framework on
different datasets. During the experiments, we applied 3×3 convolution layers and 2×2 pooling layers to extract the semantic features
of adversarial examples in the feature extraction network. We can
extract the diverse semantic features from different convolutional
layers, and then the key features can be selected with soft decision
trees embedding from them. And the depth of soft decision trees is
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set to 8. Finally, a light-weight deep neural network is trained for
classification with the compressed feature maps. In addition, we
use ReLU effectively to remove the negative values from an activation map by setting them to zero and it can increase the nonlinear
properties of the decision function and of the overall network.

4

And through constant iterations, the modified pixel is determined
to minimize the confidence of the neural network to the correct
category in the last iteration. Moreover, this method of deceiving the
neural network can also be applied to images with high resolution.
BIM. Kurakin et al. [20] introduced the basic iterative method (BIM)
to extend the gradient sign method by applying it multiple times
with a small step size α. BIM perturbs images by adjusting the
direction of adversarial perturbations to increase the loss of a deep
classifier after each step. The adversarial examples with x 0′ = x can
be computed as

EXPERIMENTAL RESULTS

In this section, we conduct experiments to evaluate our method on
defending against the state-of-the-art adversarial attacks.

4.1

Datasets

ϵ

′
x n+1
= Clipxat t ack {x n′ + αsiдn(▽x L(x n′ , y)}

We conduct experiments to evaluate the effectiveness of our proposed defensive approach on three datasets. MNIST [9] is an important dateset of 10-class handwritten digits for the training and
testing of various image processing systems in the fields of machine
learning. And the dataset contains 60000 training images and 10000
testing images. The fashion MNIST dataset [35] has more common
and complex images, and it shares the same data format and the
number training and testing images with MNIST. The front look
thumbnail images of 70000 unique products are processed to build
this dateset. The CIFAR10 dataset (Canadian Institute for Advanced
Research) contains a labeled subset of 32 × 32 images in 10 different
classes, including 50000 training images and 10000 test images [19].

4.2

denotes that we clip the pixel values of intermediate results to ensure that they are in an ϵ-neighbourhood of the
original image. In the experiments, the step size α and the number
of iterations were set to be 1 and min(ϵ + 4, 1.25ϵ). And the number
of iterations was chosen heuristically.
DeepFool. Moosavi-Dezfooli et al. [24] proposed DeepFool to compute a smallest adversarial perturbation that can fool deep networks.
DeepFool works based on an iterative linearization of the classifier to find a minimal norm adversarial perturbation. This method
pushes the image located within the classification boundary step
by step until the image is misclassified. This method assumes that
the initialized image is within the boundary of the correct decision,
and then gradually pushes the image out of the decision boundary
by adding a small perturbation. DeepFool accumulates the added
perturbations in each iteration to determine the final perturbation
once the perturbed image is misclassified.

Attacks

L-BFGS. Szegedy proposed the box-constrained L-BFGS [31] to
generate adversarial examples. This penalty function method aims
to seek an minimum additive perturbation r , which could force the
output of the optimization towards the wrong target l. That means
the adversarial example x + r is classified as l by deep network
classifier f , even when f (x) , l. We find an approximation of the
minimum distortion function D(x, l) by performing line-search to
find the minimum c, which means:
m

min{c |r | + L f (x + r, l)} s.t . x + r ∈ [0, 1]
r

C&W Attacks. Carlini and Wagner [5] proposed a set of three
adversarial attacks by limiting their l 2 , l 0 and l ∞ norms. C&W
attacks belong to an iterative attack algorithm to find the minimum
perturbation r with the variable ω.
1
(tanh(ω) + 1) − x
(12)
2
with a given example x. C&W attacks mainly rely on the modified
objective function to search for adversarial examples. And the adversarial examples could transfer from the unsecured networks to
the secured networks, thus achieving black box attacks.
r=

(9)

where c > 0, L f denotes the loss of the classifier.
FGSM. Goodfellow [13] proposed the fast gradient sign method
(FGSM) to generate adversarial examples by computing the direction of adversarial perturbations. FGSM determines the additive perturbations at the specific direction where the loss function changes
fastest. We can obtain the optimal max-norm constrained perturbations by linearizing the loss function of the original example x to
generate the adversarial example x ′ .
x ′ = x + ϵ sign(▽x J (θ, x, yt )

(11)

ϵ
where Clipxat t ack

4.3

Results

The Defensive Performance. The classification accuracy of adversarial examples is used as the evaluation metric of the defensive performance. We compare the classification accuracy of our
proposed model and a normal CNN on the MNIST, F-MNIST and
CIFAR10 datasets. Table 2 is the experimental results against the
adversarial examples from L-BFGS, FGSM, One Pixel Attack, BIM,
DeepFool and C&W. Our defensive model achieves a higher accuracy than a deep network under all these attacks on MNIST, for
example, the classification accuracy of one pixel attack from 20.6%
to 95.1 % and the accuracy of L-BFGS from 11.4% to 93.2%. So does
this defensive model on F-MNIST and CIFAR10 datasets. Our proposed method can defend against these attacks with the accuracy
of DeepFool from 6.8% to 87.9% on F-MNIST, the accuracy of C&W
from 0.2% to 89.3% on F-MNIST, the accuracy of BIM from 12.2%
to 76.3% on CIFAR10, the accuracy of C&W from 5.9% to 83.5% on

(10)

where ϵ > 0 is the additive perturbation factor, and θ denotes the
parameters of the deep network, and J (θ, x, yдt ) denotes the loss
used to train deep networks where yt is the truth label of x.
One Pixel Attack. Su et al. [30] proved that changing only one
pixel in an image can fool the neural networks. Firstly, we generate
adversarial examples by randomly modifying the candidate pixel.
Then, some new adversarial examples are generated based on the
positions and colors of the modified pixel. In the parent and children
examples, the modified pixel which can reduce the accuracy of the
neural network better is selected as the current optimal solution.
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Table 2: The classification accuracy against adversarial examples
Dataset
MNIST
F-MNIST
CIFAR10

Model
CNN
Proposed Model
CNN
Proposed Model
CNN
Proposed Model

L-BFGS[31]
11.4%
93.2%
11.1%
95.2%
18.2%
89.7%

FGSM[13]
25.9%
90.5%
25.1%
89.1%
23.4%
85.0%

One Pixel Attack[30]
20.6%
95.1%
9.2%
86.9%
10.7%
87.1%

BIM[20]
0.2%
87.6%
1.2%
86.1%
12.2%
76.3%

DeepFool[24]
3.1%
86.4%
6.8%
87.9%
16.1%
82.0%

C&W[5]
1.3%
88.2%
0.2%
89.3%
5.9%
83.5%

CIFAR10 and so on. The robustness of our proposed model has been
improved significantly against the attacks.
Compared the experimental results of a normal CNN and our
defensive model, the classification accuracy of deep networks is
drastically reduced by the adversarial attacks. But our proposed
defensive method could improve the classification accuracy against
adversarial attacks on the MNIST, Fashion MNIST and CIFAR10
datasets. And the robustness of our defensive model has been improved significantly, which means deep neural networks are less
vulnerable to these adversarial examples than our defensive method.
Comparison with other defensive methods. To evaluate the
performance of our defensive method, we compare our method with
other defensive methods. Table 3 shows the comparison results on
the F-MNIST dataset and CIFAR10 dataset. The adversarial attacks
with ϵat t ack = 8 are applied to measure the classification accuracy
of these defensive methods on the F-MNIST dataset. Compared
with other defensive methods, our proposed method achieves a
higher accuracy under the attack of FGSM, BIM, and Deep Fool.
And we find that the accuracy of our defensive model is no less
than 85% against these four adversarial attacks, which means the
proposed model has a better performance on defending against
multiple adversarial attacks. On the CIFAR10 dataset, we generate
adversarial examples from FGSM, BIM, DeepFool and C&W with
ϵat t ack = 2. Although the accuracy of our method is lower than
the methods of feature squeezing and pixeldefend under the C&W
attack, our method is significantly better against three other attacks.
Overall, our approach has a better defensive performance.
Considering the practical application in machine learning, a good
defensive method should balance the number of defendable attacks
and the accuracy of the defense, not only to defend against multiple
adversarial attacks, but also to achieve a good accuracy. Based on
this, our proposed method is superior to other defensive methods.

Figure 4: The classification accuracy with the feature extraction network of different convolutional layers. When extracting the semantic features, we compare the effects of different layers on the defensive performance of our proposed
model on MNIST, F-MNIST and CIFAR10 datasets. The extracted feature maps contain more semantic knowledge and
more compressed feature maps can be jointly to guide the
correct classification with the increase of convolution layers,
which means the classification accuracy can be improved
and the defensive model is more robust.
decision trees for selection. Therefore, the compressed feature maps
contain more semantic knowledge to guide the correct decisions
of adversarial examples through a classification network, which
means the defensive performance of our model can be improved
by increasing the depth of the feature extraction network.
However, the number of the convolution layers cannot be increased indefinitely. Since our defensive model is trained end-toend, the increase in model depth leads to a higher complexity of the
model training. From this figure, we can find that despite the number of convolution layers increases, the defensive performance of
the model gradually stabilizes. But this can lead to a great increase
in model complexity, which increases the difficulty of model training and may lead to over-fitting of soft decision trees. Considering
the training speed and the classification accuracy, we determined 5
convolutional layers in the feature extraction network during experiments. According to the experimental results, we can enhance the
defensive performance of our proposed model against adversarial

Different Convolutional Layers. In order to analyze the impact
of the extracted feature maps on defensive performance, we tested
the classification accuracy against adversarial examples at different
feature extraction networks. Considering that the semantic features
of adversarial examples vary greatly with different convolution layers, we compare the robust accuracy with the feature extraction
network of different depths. Because the depth of hidden layers
and the speed of deep networks are inversely proportional, we only
carried out experiments controlling no more than 5 convolution
layers. As shown in Figure 4, the experimental results show that
the classification accuracy of our defensive model can be improved
with the increase of convolution layers. Because the feature extraction network with more layers can feed more feature maps to soft
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Table 3: Comparison Results on F-MNIST and CIFAR10
Datasets
Attacks
Defenses
Adversarial BIM
Feature Squeezing[36]
Pixeldefend[28]
Proposed Method

(a) MNIST

F-MNIST

CIFAR10

FGSM[13]

BIM[20]

DeepFool[24]

C&W[4]

FGSM[13]

BIM[20]

DeepFool[24]

C&W[4]

84%
70%
85%
88%

76%
56%
83%
85%

82%
83%
87%
87%

81%
83%
87%
87%

80%
31%
73%
82%

74%
13%
71%
76%

79%
75%
80%
82%

76%
78%
78%
76%

(b) F-MNIST

(c) CIFAR10

Figure 5: The accuracy with different depth of soft decision trees. We can find that the robust accuracy increases with the depth
of soft decision trees, which means the defensive performance can be improved by embedding deeper soft decision trees.

5

examples by increasing the depth of the feature extraction network
without affecting the training of the model.

CONCLUSION

In this paper, we propose an approach to defend against adversarial
examples with soft decision trees embedding. We compress the
semantic features from convolutional layers by embedding soft
decision trees into a deep network and utilize the interpretability
of soft decision trees to reduce the impact of perturbations. Soft
decision trees can be used to quantify the contributions of the
extracted features to correct decisions with the probability distributions. Then the key features conducive to classification are selected
and pushed within the correct decision boundaries. Considering
that the compressed feature maps are mostly composed of the key
features from different layers, they can jointly supervise the classification of adversarial examples for true labels. We evaluate our
defensive model on different datasets, including MNIST, Fashion
MNIST and CIFAR10. The experimental results demonstrate that
the proposed method can effectively defend against these attacks.
At the same time, this paper also provides research ideas for future
defensive methods with the help of other interpretable models.

Depth of Soft Decision Trees. To quantitatively analyze the impact of soft decision trees embedding on defensive performance, we
conduct the experiments with different depth of soft decision trees
on the MNIST, F-MNIST and CIFAR10 datasets. The experimental
results are shown in Fig 5. According to the experimental results,
we can see that the defensive method achieves a higher accuracy
on these datasets when the depth of soft decision trees increases.
Deeper soft decision trees can facilitate the selection of the key features contributed to correct classification, and they can also ensure
that more features are within the correct decision boundaries, leading to the improvement of robust accuracy. This figure also shows
that the robustness of our defensive model changes with the depth
of soft decision trees against these attacks. However, the depth of
soft decision trees cannot be increased indefinitely. Because the
increase in the depth of trees not only causes the defensive model
to be trained for too long, but also leads to over-fitting. Therefore,
determining the depth of soft decision trees is also important for the
defensive performance. Based on this, the depth of the embedded
soft decision trees is set to 8 in other experiments.
Based on the analysis of results, we can find that our proposed
method has a good performance on defending against adversarial
attacks. Moreover, we have evaluated our model from different aspects through experiments, such as the defensive performance, the
depth of soft decision trees, etc. The experimental results demonstrate that soft decision trees embedding can be used to defend
attacks and improve the robustness of deep neural networks.
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